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Abstract

Since the introduction of volatility derivatives, there has been growing interest in option

implied volatility (IV). Many studies have examined informational content, and or forecast

accuracy of IV, however there is relatively less work on directly modeling and forecasting

IV. This paper uses a semi-parametric forecasting approaching to implement a time vary-

ing long volatility hedge to combine with a long equity position. It is found that such a

equity-volatility combination improves the risk-return characteristics of a simple long equity

position which is particularly successful during periods of market turmoil.
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1 Introduction

In recent years there has been a growing interest in option implied volatility (IV) computed from

market prices for options, with much of this a result of the introduction of volatility derivatives.

In 2004 and 2006 the CBOE introduced trading in futures and options respectively on S&P 500

IV (VIX index), hence allowing volatility to be treated as an asset class in itself.

Given the importance of forecasting volatility, many studies have examined informational con-

tent, and or forecast accuracy of IV. While the results of individual studies are mixed, in their

survey of 93 articles, Poon and Granger (2003, 2005) report IV estimates often provide more

accurate volatility forecasts than competing econometric model based forecasts (MBF). Specifi-

cally relating to equity market volatility, Lameroux and Lastrapes (1993) and Vaselis and Meade

(1996) find that individual stock option IV provide better forecasts than MBF. Day and Lewis

(1992), Canina and Figlewski (1993) and Ederington and Guan (2002) report that MBF of

equity index volatility are preferred to IV. On the other hand Fleming, Ostdiek and Whaley

(1995), Christensen and Prabhala (1998), Fleming (1998) and Blair, Poon and Taylor (2001)

all find that equity index IV dominate MBF.

There is relatively less work on directly modeling and forecasting IV. Dotsis, Psychoyios and

Skiadopoulos (2007) consider continuous time specifications for IV indices for the purposes of

pricing volatility derivatives. Harvey and Whaley (1992), Noh, Engle and Kane (1994), Brooks

and Oozeer (2002) and Ahoniemi (2006) consider various approaches for forecasting IV, with a

view to trading option positions on the basis of the forecasts. Generally, these authors find that

attractive investment returns can be generated from the IV forecasts. Beyond solely trading

volatility, numerous studies have considered the role of volatility exposure as an asset class

within a portfolio allocation context. Daigler and Rossi (2006), Moran and Dash (2007), Sloyer

and Tolkin (2008) and Szado (2009) highlight the benefits of combining a long VIX exposure

with a long equity investment. Such a combination of equity and volatility is beneficial as long

equity investors are implicitly short volatility, Hill and Rattray (2004). Most of these studies

consider static allocations and show that around a 10% long allocation to the VIX is beneficial

in terms and risk and, or return.

Extending the previous portfolio allocation studies, this paper considers how to implement a

time varying long volatility hedge for combining with a long equity position. A semi-parametric

forecasting approach, based on Becker, Clements and Hurn (2011) is developed to forecast

increases in the VIX index. During periods where the VIX is expected to increase, a long

volatility position is combined with the equity position, otherwise no volatility exposure is

taken. This extends previous work that employs a static long volatility exposure which over
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long periods can be a costly position to hold and produces no benefit if volatility does not rise.

It is found that such an equity-volatility combination improves the risk-return characteristics of

a simple long equity position. The benefit of the forecasts and resulting long volatility hedge is

obvious during periods of market turmoil. During periods where equities are falling, increases

in volatility are generally forecast and the resulting long volatility hedge helps to offset these

losses.

The paper proceeds as follows. Section 2 outlines the semi-parametric forecasting procedure,

and specifically how an event process (increases in the VIX) is dealt with. Section 3 presents

the data employed. Section 4 outlines the empirical results in terms of forecast accuracy and

effectiveness of the long volatility hedge. Section 5 presents concluding comments.

2 Forecasting Methodology

Traditionally, standard time-series models are applied to the level of IV to produce conditional

mean forecasts. Here we are dealing with a point process as the focus is forecasting the occur-

rence of an event, increases in the VIX. This paper uses a semi-parametric method to build a

prediction model for the sign of the change in the VIX using the framework proposed by Becker,

Clements and Hurn (2011). While Becker et. al. (2011) forecast a continuous variable, realized

volatility, here we apply the same framework for dealing with forecasting the occurrence of a

point process. Forecasts of increases in the VIX index will be made using a weighted average

of past signed changes in the VIX, where the greatest weight is given to periods that exhibit

similar conditions (determined from chosen state variables) to the time at which the forecast

is being formed. In this approach weighting is determined by treating short-term trends in the

return on the VIX index as state variables, and comparing their behaviour across time by means

of a multivariate kernel scheme.

Essentially any forecasting model can be viewed in the general context as being a weighted

average of past observations and hence the one-step ahead forecast of an arbitrary series Xt is

given by

E[Xt+1|Ψt] =

kmax∑
k=1

w̃t−kXt−k+1 . (1)

where kmax is simply set to capture the entire observed history of the process. The Traditional

IV forecasting models have relied on time series approaches which typically use restrictive decay

schemes placing greater weight on more recent observations. This paper develops an alternative,

semi-parametric method for forecasting that does not rely on this convention.

We begin by specifically defining Xt as a discrete process taking a value of 1 if an increase in
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the VIX index occurs and -1 otherwise. As with the volatility forecasting problem of Becker

et. al. (2011) the state-variables capturing market conditions are short-term trends in the VIX

index which reflect either rising, stable or falling conditions in volatility. The weighting scheme

in equation 1 is based on comparing these state variables across time by means of a multivariate

kernel scheme. Let Φ be a t×N matrix of observations on all the state variables deemed relevant

to the computation of the weights. The last row of the matrix Φ is the reference point at which

the forecast is formed and represents the current observations on all the relevant variables.

Weights used in equation 1 are scaled

w̃ =
w

w′1
(2)

where 1 is a vector of ones and w a vector of unscaled weights, ensuring that the elements in

w̃ sum to one. The unscaled weights, elements of the weighting vector w attached to a generic

lag of k are now given by the multivariate product kernel

wt−k =
N∏

n=1

K

(
Φt,n − Φt−k,n

hn

)
, (3)

where K is once again the standard normal kernel, Φt,n is the row t, column n element in Φ.

The bandwidth for dimension n, hn is given by the normal reference rule for multivariate density

estimation,1

hn = σnt
− 1

4+N . (4)

This forecasting method is denoted as semi-parametric because the linear functional form is

maintained but combined with a non-parametric approach to determining the weights. This

method is related to earlier nearest-neighbour regression approaches such as Cleveland (1979)

and Mizrach (1992), however a smooth kernel function is used to determine the weights as

opposed to a discrete function in nearest neighbour. The number of nearest neighbours to

include is automatically controlled by the kernel bandwidths.

It is important to distinguish how this method differs from those previous that used in previous

volatility forecasting studies. This approach provides flexibility for predicting the occurrence

of events instead of a continuous series. Here we consider Xt as a binary series as we are

interested in predicting the sign of the change in the VIX index such that Xt ∈ {−1, 1}. Hence

the forecasts using equation 1, E[Xt+1|Ψt] ∈ (−1, 1). If E[Xt+1|Ψt] > 0, an increase to the

VIX index is predicted2. A further advantage of the semi-parametric approach is that the

determination of the weights can incorporate information other than a simple scalar history of

the process. Here the matrix Φ is constructed using several moving averages of the VIX returns

1This version of the rule-or-thumb bandwidth for the multivariate kernel is suggested by Scott (1992). Scott

advocates the use of a scaling factor of 1 for simplicity in multivariate applications.
2Other more complex thresholds were considered during experimentation, however, the more simple threshold

of zero yielded the best results.
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so as to represent the short-term trends in the series. A selection of moving averages with

periods of length 2 to 50 are employed.

3 Data

The data comprises of daily returns for both the S&P 500 and the VIX index. The full data

sample consists of 5652 observations from 2/1/1990 to 1/6/2012. Table 1 provides the summary

statistics of the daily returns of the S&P 500 and VIX during this period. As shown by these

summary statistics, the daily returns of the S&P 500 and VIX are quite distinct. The most

notable difference is in relation to the volatility of the indices. With a standard deviation of

0.0608 on the daily returns of the VIX, it is more than 5 times more volatile than the S&P 500

daily returns, which have a standard deviation of 0.0118. The S&P 500 exhibits an average daily

return more than double that of the VIX. The S&P 500 exhibits negative skewness however,

whereas the VIX is positively skewed reflecting the tendency of volatility to rise very rapidly.

S&P 500 VIX

Mean 0.0002 7.7142e-05

Standard deviation 0.0118 0.0608

Skewness -0.2291 0.6715

Kurtosis 8.4759 4.3739

Cumulative return 1.2682 0.4359

Information ratio 0.3023 0.0201

Table 1: Summary of the daily returns of the S&P 500 and VIX for the

period 2/1/1990 to 1/6/2012.

A plot of daily returns of the S&P 500 and VIX, as well as the cumulative returns, during this

period are shown in Figures 1 and 2 respectively. Figure 1 shows the prevalence of volatility

clustering within the S&P 500 and in particular the highly volatile period of the global financial

crisis late during the last decade is visibly evident. Whereas the VIX can be seen to provide more

consistent volatility, though overall at a higher level for the complete period. The cumulative

returns shown in Figure 2 also highlight another important feature, specifically the negative

correlation that exists between the two return series. As is clearly evident from Figure 2,

declining returns in the S&P 500 are generally associated with increases in the VIX.

The negative correlation that exists between the indices provides an opportunity to benefit from

successful forecasting of changes in the VIX. Table 2 shows the mean daily returns for both the

S&P 500 and VIX, conditional on whether an increase or decrease to the VIX has occurred.

The average daily return for the S&P 500 on days where there was an increase in the VIX was
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-0.0061, where as the average daily return on the VIX on the same subset of days was 0.0462.

Thus, the ability to forecast increases in the VIX could be used as a signal to combine an equities

holding with the VIX and therefore mitigate the impact of declines in the S&P 500.

Mean daily return S&P 500 VIX

Conditional on an increase to the VIX -0.0061 0.0462

Conditional on an decrease to the VIX 0.0061 -0.0423

Table 2: Average daily returns of the S&P 500 and VIX for the period

2/1/1990 to 1/6/2012, conditional on increases or decreases within the

VIX.

To examine forecasts and resulting portfolio performance more fully, the complete data sample

will be split such that the first 2500 daily returns are used as the initial estimation period.

The resulting forecasting period spans 23/11/1999 to 1/6/2012 and comprises 3151 1 day ahead

forecasts in total. The estimation period is updated recursively so that all data up to time

t, inclusive, is used in the forecast of Xt+1 from equation 1. Table 3 provides the summary

statistics of the daily returns of the S&P 500 and VIX during the forecast period, which are

very similar to the full sample characteristics reported in 1. The cumulative returns of the S&P

500 and VIX during forecast period are shown in Figure 3.

S&P 500 VIX

Mean -3.3517e-05 9.1536e-05

Standard deviation 0.0136 0.0627

Skewness -0.1564 0.6514

Kurtosis 10.2535 7.3181

Cumulative return -0.1056 0.2884

Information ratio -0.0390 0.0232

Table 3: Summary of the daily returns of the S&P 500 and VIX during

the forecast period: 23/11/1999 to 1/6/2012.

4 Results

The ability of this approach in forecasting increases in the VIX index will be initially considered

in terms of the frequency with which it is able to yield the correct prediction. This will be

followed by an analysis of the performance of the long volatility hedge based on these forecasts.

Overall, the results indicate that the forecasting method is able to signal the inclusion of a long

volatility position in the VIX at times when it is of particular benefit.
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Figure 1: The upper panel shows the S&P 500 daily returns for the period 2/1/1990 to 1/6/2012,

and the lower panel shows the VIX daily returns for the period 2/1/1990 to 1/6/2012
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Figure 2: The S&P 500 and VIX cumulative daily returns for the period 2/1/1990 to 1/6/2012.
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Figure 3: The S&P 500 and VIX cumulative daily returns for the period 23/11/1999 to 1/6/2012.
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4.1 Forecast accuracy

An initial evaluation of the proposed multivariate kernel-based method can be made by con-

sidering the frequency with which it is able to correctly predict increases in the VIX index.

The methodology, as presented in Section 2, has potential for variation in the specific set of

inputs to the kernel weighting function and as such several combinations of differing length

moving averages of the VIX returns were used as state variables. The moving average lengths

ranged from 2 to 50 days and subsets including four inputs were considered. Table 4 provides

a summary of the forecasting for each input set.

Moving average lengths in Φ

1,2,5,10 1,5,10,20 2,5,10,20 5,10,20,50 10,20,50,100

Correct increase 721 735 810 751 767

Correct decrease 899 885 810 846 844

False increase 778 792 867 831 833

False decrease 753 739 664 723 707

TOTAL 3151 3151 3151 3151 3151

Proportion correct 51.41% 51.41% 51.41% 50.68% 51.13%

Proportion increases correct 48.91% 49.86% 54.95% 50.95% 52.04%

Proportion false increases 24.69% 25.13% 27.52% 26.37% 26.44%

Average S&P 500 daily return when VIX increase:

correctly forecast -0.0071 -0.0072 -0.0070 -0.0070 -0.0065

incorrectly forecast 0.0070 0.0069 0.0064 0.0063 0.0062

Average VIX daily return when VIX increase:

correctly forecast 0.0461 0.0455 0.0463 0.0471 0.0449

incorrectly forecast -0.0387 -0.0381 -0.0374 -0.0350 -0.0365

Table 4: Summary of forecasts.

In the upper panel of Table 4 provides the number of correct and false predictions for both

increases and decreases of the VIX index. The results vary across the sets of state variables

used in Φ, with the number of correct forecasts of increases in the VIX ranging between 721 and

810, out of the 1474 increases present during the sample period of 23/11/1999 to 1/6/2012. The

center panel of Table 4 provides a summary of the upper panel results as proportions. Firstly

consider the overall proportion of correct forecasts, combining correct forecasts of increases and

decreases in the VIX. It can be seen that all weighting schemes are able to yield a successful

forecast in more than 50% of cases, with those involving shorter term moving average periods

performing marginally better in this respect. Secondly, we can also specifically assess the pro-

portion of increases being correctly forecast, as shown in the second row of the center panel.

The variation across the selected state variables in Φ is more evident in this respect, with the
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proportion of increases being correctly forecast ranging from 49.86% to 54.95%. The weighting

schemes that involve the VIX return series itself (moving average length 1) being those that fail

to forecast more than half of the increases correctly.

Further, as shown in the third row of this center panel, we can examine the proportion of false

increases. Of those schemes that are able to forecast more than half of the increases correctly

(as shown in the second row), variation exists with regard to the number of false increases. For

example the scheme involving moving average periods of {2,5,10,20} is able to yield the highest

proportion of successes in terms of correctly predicting increases to the VIX, 54.95%, but it

also has the highest rate of predicting a false increase, 27.52%. Where as the scheme involving

moving average periods of {5,10,20,50} is able to yield the lowest proportion of false increase

forecasts from those that achieved a correct increase forecasting rate of above 50%.

Given the intended application to create a portfolio of equities and VIX, we can also consider

the returns conditional on correct forecasts in a final assessment of the forecasting method

using the various weightings. Shown in the lower panel of Table 4 are the average daily returns

associated with correct and incorrect forecasts of an increase in the VIX, for the S&P 500 and

VIX respectively. Again it can be seen that the scheme involving moving average periods of

{5,10,20,50} is able to yield the highest average VIX daily return, 0.0471, conditional on an

increase in the VIX being correctly forecast. As well, this scheme has the highest average VIX

daily return when the increase to the VIX is incorrectly forecast, -0.0350, thus minimising the

impact of incorrect forecasts.

4.2 Time-varying volatility exposure

Here we apply the multivariate kernel-based forecast within a hedging strategy that is designed

to protect against falls in the S&P 500. The idea is to construct a portfolio that primarily

consists of the S&P 500 but includes a long position in the VIX when an increase in volatility is

forecast. This strategy is therefore designed to benefit from the association between decreases

in the S&P 500 and increases in the VIX shown in section 3. The portfolio is created using

Rp,t = (1− α)RS&P,t + αRV IX,t, (5)

where α is set to zero when an increase in the VIX is not forecast. The VIX increases are

forecast using the method described in Section 2 such that a negative expected value of the

VIX forecast gives rise to the portfolio being based solely on the S&P 500 and only if the

expected value is zero or positive will a long position in the VIX be undertaken. Results will

be reported across a range of weightings for the α parameter. As shown in Section 3, the VIX
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has considerably higher volatility than the S&P 500 and therefore the alpha must be selected

to take into account this difference. Setting α to the ratio of standard deviation of the S&P 500

returns to the standard deviation of the VIX returns

α =
σS&P

σV IX
, (6)

provides a mechanism to control the VIX exposure. σS&P and σV IX are computed from periods

of the past 100, 500 and 1000 days, as well as the entire past sample period. Figure 4 illus-

trates the resulting α’s, in which increasing levels of smoothing can be observed as the window

lengthens. Constant values for α will also be considered in subsequent empirical analysis.

An initial experiment was undertaken with the view to establishing a benchmark for performance

of the new trading strategy. In this benchmark scheme the inclusion of the VIX component

occurs only when the previous trading day experienced an increase in the VIX. This benchmark

implementation was trialled for each definition of α, as shown in Figure 4. The results of this

experiment for the forecast period 23/11/1999 to 1/6/2012, using an initial estimation period

of 2500 observations beginning on 2/1/1990, are presented in Table 5.

Period for σS&P , σV IX

100 day 500 day 1000 day all past

Mean -0.0003 -0.0002 -0.0002 -0.0002

Standard deviation 0.0104 0.0111 0.0110 0.0106

Skewness -0.2189 0.0756 -0.0162 -0.0401

Kurtosis 7.2473 8.0879 6.7373 7.2829

Cumulative return -0.8666 -0.5085 -0.6865 -0.7555

Information ratio -0.4194 -0.2316 -0.3133 -0.3582

Table 5: Summary of the daily returns for the alternative benchmark

implementation (using the previous day VIX directional change to sig-

nal taking a long position in the VIX) during the forecast period:

23/11/1999 to 1/6/2012.

These results demonstrate that the inclusion of a VIX position within the portfolio using the

previous days change in the VIX is not a useful signal and therefore does not represent a par-

ticularly successful strategy. In comparison to the figures provided in Table 3 for an investment

based solely on the S&P 500 index, implementing a long volatility hedge on this basis leads to

inferior risk-return outcomes as evidenced by lower information ratios.

The hedging strategy described by equation 5 was then implemented using the multivariate

kernel-based method described in section 2 to generate a forecast of an increase in the VIX.

The implementation was based on various combinations of state variables in Φ for the kernel
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Figure 4: Ratio of standard deviation of the S&P 500 returns to the standard deviation of the

VIX returns for differing periods
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specified by equation 3, as well as differing α specified by equation 6. The initial two weighting

schemes shown in Table 4, consisting of moving average lengths of {1,2,5,10} and {1,5,10,20},

were omitted during this testing due to their inability to yield at least a 50% success rate in

terms of predicting increases and so a total of three schemes were used. A summary of the

portfolio measures are provided in Table 6 and Figure 5 shows a comparison of the cumulative

returns from the S&P 500 compared to that of the optimal portfolio created using the new

scheme.

These results demonstrate the considerable success of the proposed forecasting scheme to yield

performance far superior to that of the benchmark portfolios, or by investment in the S&P 500

index alone. The optimal implementation was achieved using a weighting scheme of moving

averages with lengths {5,10,20,50} in combination with a VIX exposure based on an α =

σS&P /σV IX , calculated using the past 1000 days of returns. The resulting average daily return

on this portfolio was 0.0004. Comparison of the full results for this portfolio, as shown in Table

6, with that of the benchmark portfolio shown in Table 5 highlights the improvement to daily

return. In all of the benchmark cases negative average daily returns were generated and even

the best benchmark portfolio was only able to generate an average daily return of -0.0002.

In comparison to an investment in only the S&P 500, the optimal portfolio daily average return,

0.0004, was considerably higher than the -0.00003 achieved by the S&P 500 (though in fact all

weighting scheme and α combinations used in the experiment of the new scheme were able to

yield results superior to that generated by investment in the S&P 500 alone). A comparison

using the average daily return during the worst 5% and the worst 10% of days further illustrates

the difference between the investments. As shown in Table 7, for both the worst 5% and the

worst 10% of days, the optimal portfolio yielded a higher average daily return than could be

achieved by just the S&P 500. In terms of volatility, the optimal portfolio also provided an

improvement compared to the S&P 500, though marginal, but combined with the improved

returns the information ratios have dramatically improved.

A further variation of the hedging algorithm presented in section 4.2 is to use a fixed value for

α, rather than the ratio of standard deviations used previously in equation 6. Several values for

the fixed α are considered and the results presented in Table 8. These results show that again

the trading strategy is able to successfully take advantage of the ability of the kernel forecasting

method to predict increases in the VIX and therefore mitigate corresponding declines in the S&P

500. It is interesting to note that in fact a higher mean daily return can be achieved with a fixed

VIX component of α = 25% being included, when an increase to the VIX is forecast relative

the standard deviation ratio based α. However, while higher portfolio volatility is experience,

the information ratio increases and negative skewness decreases. Use of a even higher fixed VIX
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Period for σS&P , σV IX

Weighting 100 day 500 day 1000 day all past

Mean 0.0002 0.0003 0.0003 0.0003

Standard deviation 0.0115 0.0118 0.0119 0.0115

2,5,10,20 Skewness -0.0929 -0.0275 0.0333 -0.0138

Kurtosis 11.8610 11.2905 10.6557 11.9080

Cumulative return 0.7209 0.7996 0.9686 0.8761

Information ratio 0.3164 0.3400 0.4104 0.3847

Mean 0.0002 0.0003 0.0004 0.0003

Standard deviation 0.0116 0.0118 0.0119 0.0116

5,10,20,50 Skewness -0.4164 -0.3094 -0.2567 -0.3137

Kurtosis 11.6987 11.0304 10.8020 11.9034

Cumulative return 0.7040 0.9257 1.1820 1.0594

Information ratio 0.3054 0.3953 0.4993 0.4604

Mean 0.0001 0.0002 0.0003 0.0002

Standard deviation 0.0116 0.0119 0.0119 0.0116

10,20,50,100 Skewness -0.5618 -0.4519 -0.4299 -0.4853

Kurtosis 10.7316 10.0911 9.9141 10.9195

Cumulative return 0.2633 0.6441 0.8151 0.5750

Information ratio 0.1142 0.2734 0.3438 0.2495

Table 6: Summary of the daily returns for portfolios constructed using

the new trading strategy. The best performing portfolio results are

shown with emphasis.

Mean daily return S&P 500 Portfolio

Worst 5% of days -0.0330 -0.0283

Worst 10% of days -0.0254 -0.0213

Table 7: Average daily returns of the S&P 500 and the portfolio shown

in emphasis in Table 6 for the period 2/1/1990 to 1/6/2012.

15



Figure 5: Comparison of the cumulative S&P 500 returns with those of the portfolio shown in

emphasis in Table 6.
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Fixed α

0.05 0.1 0.15 0.2 0.25

Mean 0.0001 0.0002 0.0003 0.0004 0.0005

Standard deviation 0.0125 0.0118 0.0115 0.0117 0.0124

Skewness -0.1762 -0.2562 -0.3254 -0.2810 -0.0859

Kurtosis 11.0400 11.9981 12.3285 11.6992 10.7836

Cumulative return 0.2100 0.5256 0.8412 1.1568 1.4723

Information ratio 0.0844 0.2246 0.3683 0.4979 0.5999

Table 8: Summary of the daily returns for portfolios constructed using

the new trading strategy with various fixed alpha, based on a weighting

scheme consisting of moving averages on the VIX returns of lengths 5,

10, 20 and 50.

component when an increase to the VIX is forecast will yield further increases in mean daily

return, as well as further increases in volatility. The trade-off between risk and return is of

course a question for the investor; though regardless of the risk preference, the results illustrate

the outstanding performance of the proposed trading strategy with still reasonable volatility

levels achievable. Figure 6 shows a comparison of the cumulative returns from the S&P 500

compared to those created by portfolios using the new trading strategy with various levels of

fixed α, summarised by Table 8. The ability of the strategy to perform well during periods of

high volatility is evident for all fixed α levels, though especially for the higher levels of 0.2 and

0.25, as also observed from the summary results above.

Figure 7 provides a summary of the risk-return profile of the various strategies considered,

including the S&P 500 index, the VIX index and the random portfolio which serve as bench-

marks. The figure shows that the hedging strategy performs well across a range of differing

implementations, offering considerable improvement to returns, but also to risk, as compared

to the performance of the S&P 500 index.

5 Conclusion

This paper proposes a semi-parametric method for forecasting increases in implied volatility.

Most studies employ standard time-series methods that generate forecasts of the level of implied

volatility. Here we consider changes in the level of volatility as a discrete variable and forecasts

are of the occurrence of an event, an increase in volatility. The benefit of these forecasts are

considered in the context of a long volatility hedge for an equity index. A long equity investment

is inherently short volatility and hence a number of studies have considered the benefit of static

volatility exposures. Here a dynamic volatility exposure is considered, if an increase in implied
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Figure 6: Comparison of the cumulative S&P 500 returns with those of the fixed α portfolios

shown in Table 8.
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Figure 7: Comparison of the risk-return profile of strategies.
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volatility is forecast an existing equity investment is combined with a long volatility position. It

is found that such a long volatility hedge significantly improves the risk-return characteristics

of a simple long equity position. The benefit of the forecasts and resulting long volatility hedge

is obvious during periods of market turmoil. During periods where equity returns are at their

lowest, increases in volatility are generally forecast and the resulting long volatility hedge offsets

these losses. The proposed forecasting approach could also deal with strategies such as long-

short volatility trading, more general hedging problems and potentially portfolio allocation.
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